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We propose an algorithm for combinatorial optimization where
an explicit check for the repetition of configurations is added to
the basic scheme of Tabu search. In our Tabu scheme the
appropriate size of the list is learned in an automated way by
reacting to the occurrence of cycles. In addition, if the search
appears to be repeating an excessive number of solutions
excessively often, then the search Is diversified by making a
number of random moves proportional to a moving average of
the cycie length. The reactive scheme is compared to a “strict”
Tabu scheme that forbids the repetition of configurations and
to schemes with a fixed or randomly varying list size. From the
implementation point of view we show that the Hashing or
Digital Tree techniques can be used in order to search for
repetitions in a time that is approximately constant. We present
the results obtained for a series of computational tests on a
benchmark function, on the 0-1 Knapsack Problem, and on the
Quadratic Assignment Problem.

The tabu search meta-strategy has been shown to be an
effective and efficient scheme for combinatorial optimiza-
tion that combines a hill-climbing search strategy based on
a set of elementary moves and a heuristics to avoid the
stops at suboptimal points and the occurrence of cycles (see
[5,6,7]D. This goal is obtained by using a finite-size list of
forbidden moves (the tabu moves) derived from the recent
history of the search. The basic underlying assumption is
that the suboptimal points (where the simple hill-climbing
component stops) can be better starting points with respect
to random restarts, provided that care is taken so that the
local maxima (or minima) do not become attractors of the
dynamics induced by the algorithm and that limit cycles do
not arise (we borrow the terminology from the theory of
dynamical systems!*]).

Some tabu search implementations are based on the fact
that cycles are avoided if the repetition of previously vis-
ited configurations is prohibited. For example, in the Re-
verse Elimination Method,”] the only local movements that
are excluded from consideration (i.e., that become tabu) are
those that would lead to previously visited solutions. REM
is a method to realize what may be called Strict Tabu
(S-TABU for short).

We argue that S-TABU can converge very slowly for
problems where the suboptimal configuration is sur-
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rounded by large “basins of attractions,” i.e., by large sets
of points that converge to it with hill-climbing. This slow
convergence is related to the ““basin-filling” effect, which is
illustrated in Section 2. In addition, the optimal point can
become unreachable because of the creation of barriers
consisting of the already-visited points. When S-TABU can
be used, one can avoid the relatively slow REM technique
(that at iteration n requires a computation of order O(n))
by using the hashing or digital tree approaches (which
require a constant amount of computing per iteration).

The tabu scheme based on a fixed list size (F-TABU) is
not strict and, therefore, the possibility of cycles remains.
The proper choice of the size (long to avoid cycles but short
in order not to constrain the search too much) is critical to
the success of the algorithm, although for many interesting
problems the results do not depend too much on its value
(see [8] and the contained bibliography). More robust
schemes are based on a randomly varying list size!'"!
although one must prescribe suitable limits for its varia-
tion.

Our Reactive Tabu scheme (R-TABU for short) goes fur-
ther in the direction of robustness by proposing a simple
mechanism for adapting the list size to the properties of the
optimization problem. The configurations visited during
the search and the corresponding iteration numbers are
stored in memory so that, after the last movement is
chosen, one can check for the repetition of configurations
and calculate the interval between two visits. The basic fast
“reaction”” mechanism increases the list size when configu-
rations are repeated. This is accompanied by a slower
reduction mechanism so that the size is reduced in regions
of the search space that do not need large sizes.

An additional Long Term Memory diversification mech-
anism is enforced when there is evidence that the system is
in a complex attractor of the search space (the analogy is
that of chaotic attractors, see Section 1). The LTM “escape”’
or “‘diversification” mechanism can be realized with a
negligible effort by exploiting the memory structure de-
scribed.

If a problem requires an excessive memory space to store
all configurations, one may resort to compression tech-
niques (the use of hashing for compression in [17] is an

Tabu search, greedy heuristics, hashing, memory-based optimization.
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example). If a total of m configurations are visited, the
theoretical minimum on the number of bits needed to
distinguish among them is log,m bits per configuration.
Reaching the information-theoretic minimum may require
complex coding techniques, but with a small increase in
memory size even simple compression techniques are effec-
tive and well within the typical memory limitations of
current workstations.

In the following section, first we motivate and describe
the Reactive Tabu scheme (Section 1), then we analyze the
behavior of the algorithm in the case study of a function of
two variables (Section 2) and compare the computation and
memory requirements (Section 3). Finally, we apply the
Reactive Tabu search to the quadratic assignment problem
and discuss the results (Section 4).

1. The Reactive Tabu Scheme

Let us begin with an analogy between the evolution of the
search process in combinatorial optimization and the the-
ory of dynamical systems (see, for example, [12,13]). The
current configuration traces a path in the configuration
space subject to the movements dictated by the search
technique. Let us suppose that we are looking for the
global minimum (trivially maximizing f corresponds to
minimizing —f). Local minima are attractors of the system
dynamics for the steepest descent strategy. They are, in
fact, fixed points until a scheme is introduced that forces the
system to exit from the local minimum and continue the
search. Limit cycles (or closed orbits) are a second possibility,
where the trajectory endlessly repeats a sequence of states.
Cycles are discouraged by the tabu technique, and they are,
in fact, strictly prohibited in the S-TABU version. But there
is a third possibility that is very relevant for the case of
optimization: the case in which fixed points and limit
cycles ‘are absent but the trajectory is confined in a limited
portion of the search space. In the theory of dynamical
systems this phenomenon is described by introducing the
concept of chaotic attractor. Because, in this paper, the
concept of chaotic attractor is used only as an example of a
dynamic behavior that could affect the search process, we
summarize the main characteristics and refer to [13] for a
detailed theoretical analysis. Chaotic attractors are charac-
terized by a “‘contraction of the areas,” so that trajectories
starting with different initial conditions will be compressed
in a limited area of the configuration space, and by a
“‘sensitive dependence upon the initial conditions,” so that
different trajectories will diverge.

For an analytical characterization of this sensitive depen-
dence, it is convenient to introduce the concept of Lyapunov
exponent. Let us consider the function g that maps the
point at step n to the point at step n + 1, g*(x) is defined
as the map obtained by iterating gk times. Starting from
close initial conditions x, and x, + €, the Lyapunov expo-
nent A is defined through the relationship:

ee™ = [|g"(xy + €) — g"(x)ll

If the exponent A is greater than 0, the initially close points
diverge exponentially and, if the trajectories remain con-

fined in a limited region of the space, one obtains the
situation called ““deterministic chaos.” The motivation for
this term is that the trajectory appears to be random,
although the system is deterministic. In the above case,
although limit cycles are absent, the search trajectory will
visit only a limited part of the search space. If this part
does not contain the absolute minimum (or the desired
configuration), it will never be found.

The motion caused by the tabu search technique is very
complex, so that a detailed analytical study of the associ-
ated discrete dynamical system is problematic (for exam-~
ple, most of the results in the discrete dynamical systems of
“cellular automata,” which have a simpler structure with
respect to tabu, are based on numerical simulations; see
[12] for a brief overview of the subject). Nonetheless, the
main suggestion to be derived is that avoiding limit cycles
or even avoiding repetitions of configurations is not suffi-
cient for an effective and efficient search technique. The
chaotic-like attractors should be discouraged too. In some
computational tests we will show evidence of a trapping of
the solution trajectory in a suboptimal region of the search
spaces (see Section 2). Similar ideas are also present in [8]
(“cycle avoidance is not an ultimate goal of the search
process. .. the broader objective is to continue to stimulate
the discovery of new high quality solutions"®!).

The reactive tabu scheme maintains the basic building
blocks of tabu search, i.e., the use of a set of temporarily
forbidden moves, where the time interval for the prohibi-
tion is regulated by the tabu list-size. What we add is a
fully automated way of adapting the size to the problem
and to the current evolution of the search, and an escape
strategy for diversifying the search when the first mecha-
nism is not sufficient. Both ideas can be seen as ways to
implement the learn-while-searching paradigm that is char-
acteristic of the tabu approach.

The algorithm is summarized in words and described in
detail using a pseudo-language derived from the Pascal
language. To make the description more concise, variable
declarations and trivial parts of the code have been omitted
or described in words.

For concreteness reasons we will present the algorithm
for an application to the Quadratic Assignment Problem
(see [14] for one of the first applications of Tabu to the
QAP). The space of configurations is given by the possible
assignments of N units to N locations (¢[loc] is the unit
that occupies location loc). The details about the QAP
application will be described in Section 4. Understanding
the following Section does not require a detailed knowl-
edge about the QAP problem.

1.1. Basic Tabu Tools

The main tabu structures are common to various tabu
implementations for the QAP (see, for example, [15]. An
exchange movement is tabu if it places both units to loca-
tions that they had occupied within the latest list_size
iterations. The aspiration criterion is satisfied if the function
value reached after the move is better than the best previ-
ously found. The basic functions for the above operations
are illustrated in Figure 1.
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BASIC TABU FUNCTIONS (FOR THE QAP PROBLEM)—I

procedure make_tabu(r,s)
comment:

Record the latest occupation for the two units that are going to be exchanged.
The array latest_occupation[¢,r] contains the latest occupation time

for unit ¢ in location r.
begin
latest_occupation
latest_occupation
end

current.g|

current.¢(s

S

function aspiration(r,s)
comment:

1],r] := current.time
:= current.time

Return the boolean value true if the function value after the movement is
better than the best value ever found, false otherwise.

begin

if (current.fitness - move_value[r,s])<best so_far.fitness then

aspiration := true
else

aspiration := false
end

function is_tabu(r,s)
comment:

Return the boolean value true if, after the exchange, both units r and s
occupy locations that they had already occupied within the latest list_size iterations,

the boolean value false otherwise.
begin

if latest_occupationfcurrent.g[r],s] > current.time - list_size and
latest_occupation[current.@[s],r] > current.time - list_size then

is_tabu := true
else

is_tabu := false
end

RAgure 1. Basic tabu functions for the QAP problem.

1.2. Memory Structures

Before explaining our variation of the tabu scheme, let us
briefly illustrate the meaning of the variables and memory
structures used. An elementary exchange move is indexed
by variables r_chosen and s_chosen, the two locations
that will be subjected to the exchange. All visited points in
the configuration space are saved in records that contain
the placement of units in locations (¢), the most recent
time when it was encountered (last_time), and its multi-
plicity (repetitions). When the number of repetitions for a
given point is greater than REP (3 in our runs), the configu-
ration is added to the set of often-repeated ones.

The constants INCREASE and DECREASE determine the
amounts by which the list_size is increased in the fast
reaction mechanism, or decreased in the long-term size
reduction process. The variables moving_average (a mov-
ing average of the detected cycle length) and steps_
since_last_size_change (the number of iterations exe-
cuted after the last change of list size) are used for the
long-term size reduction; the variable chaotic counts the
number of often-repeated placements. A diversifying escape
movement is executed when chaotic is greater than CHAOS
(a constant equal to 3 in our runs). The status of the search
is described by the record current; current.¢ is the place-
ment (current.@{loc] is the unit contained in location loc);
current.f is the corresponding function value, and cur-
rent.time is the number of steps executed. Each step con-
sists of neighborhood evaluation and move selection. A
similar record best__so__far stores the best placement found
during the search.

The target value sub_optimum and the maximum num-
ber of iterations max_ iterations are used for terminating
the search.

1.3. Skelston of R-TABU

Before proceeding with the reactive tabu search, the data
records for hashing and tabu are initialized, and a random
starting configuration is generated. Then the search routine
cycles through the following steps:

i) all possible elementary moves from the current con-
figuration are evaluated;

ii)  the latest configuration is searched in the memory
structure (with a possible update of the list_size, see
Section 1.1), and a decision is taken about a diversify-
ing escape move. In the “default” case, i.e., with no
escape;

iii-D) (Default) the best admissible move is executed with a
possible reduction of the list_size if all movements
are tabu and none satisfies the aspiration criterion,
and the current status and time are updated.

In the other case, i.e., with escape:
iii-E) (Escape) the system enters a phase of random move-
ments whose duration is regulated by a moving aver-

age of detected cycles.

The initialization and main loop of R-TABU are illus-
trated in Figure 2, while the details on the reaction, escape
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[SKELETON OF REACTIVE TABU |

procedure initialization
begin
Initialize the data structures for hashing.
Initialize the data structures for tabu: set the latest occupation time
equal to a large negative value:
for unit :=0 to N — 1 do
for location :=0 to N — 1 do

latest_occupation[unit,location] := -INFINITY
list size := 1
chaotic := 0

moving_average :=0
steps_sincelast size_change := 0
current.time := 0

Generate a starting configuration in a random way by setting current.¢| ] equal to
a random permutation of 0,1,2,...,N-1;
Set current.f equal to the initial function value.

Initialize the best_so_far record containing the best solution ever found:
best_sofar.f := current.f
end

function reactive_tabu_search(max._iterations)
comment: Cycle until the best configuration is found or
the maximum number of iterations is reached.
begin
while current.time < max_iterations do
begin
Find the decrease in function value for all possible elementary moves.
escape := check_for.repetitions(current.¢)
if escape = Do_NoT_EscaPE then
begin
choose_best_move
comment: when the above procedure returns,
r-chosen and s_chosen contain the two units to be exchanged
make_tabu(r_chosen,s_chosen)
Swap the units contained in the locations r_chosen, s_chosen
Update time, function value and best_so_far.
end
else
escape
if best_sofar.f < sub_optimum then
reactive_tabu_search := SUCCESSFUL
Return from function.
end

reactive_tabu_search := UNSUCCESSFUL
Return from function.
end

Agwre 2. Skeleton of reactive tabu algorithm.

and move selection mechanisms will be illustrated in the
following Sections.

1.4. The Reaction and Escape Mechanism

When a repetition of a previously encountered configura-
tion occurs, there are two possible reaction mechanisms.
The basic “immediate reaction” increases the list_size to
discourage additional repetitions (list__size « list_size X
INCREASE). After a number R of immediate reactions, the
geometric increase (a INCREASEX) is sufficient to break any
limit cycle. In this case a continuous sequence of repetitions
rapidly increases the size until the trajectory is forced to
explore new regions, but this mechanism may not be suffi-
cient to avoid the “chaotic trapping’”’ of the trajectory in a
limited area of the configuration space. To this end a
second and slower mechanism counts the number of con-
figurations that are repeated many times (more than Rep
times). When this number is greater than a threshold CHAOs
the check__for__repetitions function returns, and diversify-
ing escape movement is enforced.

The reaction is caused by the local properties of the
solution trajectory, but, if the list_size increases only, it
could be excessive in the later phases of the search because
it would constrain the search more than necessary. There-
fore, a slow process reduces the size if a number of itera-
tions greater than moving_average passed from the last
size change. The function that checks for the repetitions of
function values is shown in Figure 3.

In addition to the immediate increase and slow reduc-
tion mechanisms, there is a third point at which the list_
size is modified. This is the case when the list grows so
much that all movements become tabu (and none satisfies
the aspiration criterion). When this happens the size is
reduced. Because of the geometric decrease, after small
number of reductions at least some movements will lose
their tabu status.

Our escape strategy is based on the execution of a series
of random exchanges. Their number is random and propor-
tional to the moving_average, the rationale being that
longer average cycles are evidence of a larger basin and,
therefore, that more escape steps are likely to be required.
To avoid an immediate return into the old region of the
search space, all random steps executed are made tabu. The
choice of the best move with the reaction and the escape
strategies is illustrated in Figure 4.

The different dynamics for the list__size and the escape
mechanism are illustrated in Figure 5, for an application to
a Quadratic Assignment Problem of size N = 30.

In Figure 5 (top) we show the evolution of list__size and
the percent of repetitions of previously visited configura-
tions. Data points are taken every 100 iterations. Note how
frequent repetitions provoke a fast increase of list_size,
while the absence of repetitions provokes a gradual de-
crease. In Figure 5 (bottom) we show the list_size evolu-
tion for a larger span of time (up to 50K iterations). Fre-
quent spikes are superimposed to a plateau of about size 8.
The bottom curve shows the counter chaotic. Each time the
value of CHAOS is surpassed, the counter is reset to zero
and an escape move is executed. Note that the escapes are
automatically triggered by the evolution of the search pro-
cess. In this case they are executed with a much larger time
scale with respect to the frequent spikes of reaction.

1.5. Detalis on REM, Hashing, and Digital Troe

According to Glover and Laguna,”®! a fundamental element
of tabu search is the use of flexible memory, which embodies
the creation and exploitation of structures for taking advan-
tage of history. In this section we present some competitive
structures and algorithms for storing and retrieving the
information about the history of the search process in a fast
way. Items to store are, for example, the configurations, the
corresponding function values, and the iteration number
when they were encountered. The various schemes differ in
their time-space complexity and in the amount of data
stored per iteration.

In the classical Reverse Elimination Scheme (REM) pro-
posed in [7], the visited points are not stored explicitly, but
they can be derived by applying a sequence of moves that
reverse the moves applied during the search. In fact, one
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[REACTION AND ESCAPE MECHANISM]

function check for_repetitions(¢)
comment: The function takes a current placement ¢ as argument and returns EscaPe
when an escape action is to be executed, Do _NoT_ESCAPE otherwise.
CyYcLE_MAX is a constant equal to 50 in our runs, the other constants and variables
are described in the text.
begin
steps_since_last_size_change := steps_since last_size_change+1
Search for the current configuration in the hashing structure.
Set pointer := the location of the record if it is found.
if the configuration is found then
begin
Find the cycle length, update last_time and repetitions:
length := current.time - pointerflast_time
pointer(last_time := current.time
pointer |repetitions := pointer]repetitions +1
if pointerfrepetitions > REp then
begin
Add the current placement to the set of often-repeated ones:
chaotic := chaotic +1
if chaotic > CHaos then

begin
Reset counter and execute escape after returning.
chaotic :=0

check_for_repetitions := ESCAPE
Return from function.
end
end
if length < CycLE_MaXx then
begin
moving.average := 0.1xlength +0.9xmoving_average
list _size := list_sizeX INCREASE
steps_since_last_size_change :=0
end ’
end

If the configuration is not found, install it.

if steps_since last size_change >moving average then
begin
list_size := Max(list_sizex DECREASE,1)
steps_since_last_size_change :=0
end

Do not escape in the 'default’ case:
check_for_repetitions := Do_NoT_ESCAPE
end

Agre 3. Reaction and escape mechanism.

[MOVE SELECTION AND ESCAPE FUNCTION |

procedure choose_best_move

begin

if a move that is not tabu or that satisfies the aspiration criterion is found then
set (r_chosen,s_chosen) := two units to be exchanged

else
begin
If all moves are tabu and none satisfies the aspiration requirement
find the best of all moves, independently of their tabu status.
Decrease list_size to decrease the number of tabu moves:
list_size := list_sizex DECREASE
set (r-chosen,s_chosen) := two units to be exchanged
end

end

procedure escape

egin
Clean the hashing memory structure.
Generate a random number of steps in the given range. rand returns a random no. in [0,1)
steps := 1 + (1+rand)xmoving average/2
for i=1 to steps do
begin
set (r_chosen,s_chosen) := random exchange of two units
make_tabu(r-chosen,s_chosen)
update.current_and_best
Fi il::ii the decrease in function value for all possible elementary moves.
en
end

Agwe 4. Move selection and escape function.
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does not need to find the previous points if one is inter-
ested only in knowing which moves will lead from the
current configuration to a previously visited one, i.e., the
moves that will acquire a tabu status.

REM is based on a running list containing all the moves
executed from the initial configuration. According to the
sufficiency property stated in [7], let us assume that all
moves m; are such that a sequence m;, o mj_om; is the
identity move only if it consists of couples of the kind
m; e m; !, possibly in separated positions (e is the composi-
tion operator). In addition, we assume that each move m;
has a unique inverse m; ! and that moves commute. This is
trivially true for set-clear moves acting on single bits of a
binary string, but not for the elementary exchanges of a
permutation probiem like QAP.

Before each iteration, the residual cancellation sequence
(RCS) is constructed for all previous points, starting from
the most recent ones. The RCS is the shortest sequence of
moves leading to a previously encountered configuration
(all couples m;om; ! are canceled using the commutative
property). A move m; is tabu if its execution would repeat
an old configuration, i.e., if during the backward tracing
the RCS collapses to only m;!. For additional details and
modifications see [3,7].

Let n be the number of iterations executed. Because the
computational cost of each trace is proportional to the
length of the running list (i.e., to the number of iterations),
the total cost is proportional to n, An example is presented
in Figure 6 for an application to the 0-1 knapsack problem
labeled Weingartner8 defined in [18] and used in [16], with
105 binary variables and 2 constraints. The basic moves
used in this case are the set-clear operations on individual
bits.

A total of 16 runs with different random initial points
has been executed. The data points are derived from actual
measurements of the CPU time on a current Sun Sparc 2
Workstation. An interpolation of the points corresponding
to a number of iterations greater than 100 gives the follow-

1

1

1 10

100

1000
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ing result: hash(phil) ~__ -
CPUtime(sec) = 6.71 X 1051191 L [l e —fpae ime {3 e [ |
hash(phis) / 1
The errors on the interpolation are 2% on the multiplicative L
constant and 0.1% on the exponent. The slight deviation sy rECa
from the quadratic form is caused by the influence of o -
points with low iteration numbers: the quadratic term —
dominates only in the asymptotic limit. The code has not —
been optimized (a C+ + programming language was used), "
so the multiplicative constant is not to be considered as the LS (o ime e}
smallest obtainable. —

The asymptotic behavior is unchanged by the modifica-
tions proposed for reducing the number of tracing steps
(see the auxiliary memory structure Least used in Section
1.3 of [7D. 1t is obviously changed if the backward tracing is
stopped after a maximum number of steps.

The hashing technique is standard in computer science
(see, for example, [1]). The basic idea of hashing is that of
storing entries in “buckets” whose index is obtained in a
scattered way from the entry itself (by using the hashing
function with the element as argument). The search time is
approximately constant and equal to a very small number
of machine cycles if the number of buckets is so large that,
with a high probability, different entries end up in different
buckets. In this last case, only a comparison with a single
stored item is sufficient. One way of dealing with “colli-
sions” (entries with the same bucket) is that of associating
to each bucket a list of entries, which is enlarged when new
elements arrive. The version that we describe (open hash-
ing) is based on an array of ‘“bucket table headers,” which
contain the pointer to the first entry in the associated list
(bucket{hash__val] 1 ¢ contains the first stored placement
in the list, bucket{hash_ val] t last__time the last time when
it was encountered, bucket{hash_val] 1 repetition the num-
ber of repetitions). Elements in the list are chained with the
pointer next that gives the address of the next element. nil
pointers are used for list termination. The number of buck-
ets has to be larger in order to make collisions a rare event.
A rule of thumb is to make it about two times (or larger
than two times) the maximum number of stored entries,
assuming that the hashing function scatters the entries in
an almost uniform manner. Our use of the hashing tech-
nique is illustrated in Figure 7.

The digital treel''] method stores binary strings (for ex-
ample) using a binary tree structure where the decision
about choosing the left or right child of a node at depth 4
depends on the value of the dth bit of the string. The
storing time is proportional to the total number of bits
(therefore, it is constant when the number of stored items
grows). The same is true for the worst-case retrieval time,
i.e, when the item is found. If it is not found, the search is
terminated before reaching the deepest layer, as soon as the
first nil pointer is encountered. In Figure 8 we show the
memory configuration for the storage of strings (101111)
and (100110).

We tested the digital tree technique on the 0-1 knapsack
problem labeled Petersen? (see [16]), with 50 variables, 5
constraints, and the same moves as those used for Wein-
gartner8. We ran 60 tests with random starts, sampling the

bucket
array

Fgure 7. Memory configurations for the open hashing
scheme.
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Reure 8. “Superposition” of the strings 101111 and 100110
stored in a digital tree.

Hie

memory usage (in terms of number of tree nodes used) at
random times. Each node requires 8 bytes for the two
pointers. The results are consistent with a linear increase
(see Figure 9). The differences between the various runs are
caused by the possible superpositions of the initial parts of
different strings, which saves some nodes.
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Figure 8. Observed memory growth for the digital tree scheme.

2. Eificacy and Efficiency: A Case Study

The set of basic moves for a tabu algorithm must satisfy a
“completeness” criterion, i.e., the region of the search space
“covered” by the algorithm starting from a randomly cho-
sen starting point must not be too small with respect to the
size of the search space. If my, m,,..., m, are the basic
moves, X is the search space, and

-span(;r):[ye)ﬂy:mﬂam]2 mrkx},

e., the points that can be reached with chains of basic
moves, the requirements that span(x) = X for every x € X
is a necessary condition for the efficacy of a tabu algorithm,
if an exact solution is required. The basic moves often
correspond to simple operations as in the case of the
set-clear bit moves, but in certain applications they can be
implemented by complex sequences of operations; see, for
example, the DROP/ADD moves used in [16].

The efficacy of the search is obviously affected by the
specific tabu strategy. In fact, the trajectory obtained by the
step-by-step application of the allowed moves can show
qualitatively different behaviors. To illustrate this fact, let
us consider the problem of finding the global maximum of
the following function:

sin?(100y/x? + y? ) - 0.5

(1 +10(x2 + y2))°

Fé(x,y) =05 — (0

in the domain [—1,1] X [ ~1,1]. The function, apart from a
trivial scaling of the x and y coordinates so that the
domain becomes [ —1, 1], is the same as the one described
in [4] and used in [17].

In Figure 10 we show the central part of the Fé function.
The global maximum is at the origin, with a very narrow
basin around it. The function is “difficult” because there
are many suboptimal solutions located on concentric circles
that trap algorithms based on hill-climbing with a high
probability.

Figure 10. Function Fé: Surface plot of the central part with
its needle-like peak in the origin.

The problem of maximizing F6 becomes a combinatorial
problem after choosing a discrete binary encoding of the
continuous interval [—1,1]. Two natural mappings be-
tween binary strings and ( x, i) coordinates are obtained by
discretizing each coordinate in 2" evenly spaced points
identified by integers j j,=0,1,...,2" — 1, such that
x=2/2M, -1, y=@2/2" {;y =) and then using the bi-
nary or Gray encoding of the mtegera Jxr J- The conversion
between the binary encoding b, b, .b, and the Gray
encoding ¢,%,_,...¢, is as follows {see, for example,

[10D:
s.=b ifk=n
ge=b,,@b ifk<n
by = g4 if k=
by=b,, &g ifk<n
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where & is the exclusive-or operator and the second trans-
formation must be done for decreasing values of k, starting
from k = n.

In our test n is equal to 14, so that a total of 28 bits are
used for the two coordinates. The elementary moves on the
28-bit binary string are setting-clearing individual bits. The
corresponding elementary moves in x — y plane depend
on the encoding. The standard binary encoding leads to
moves of different sizes, larger when the more significant
bits are modified. Gray encoding causes a similar ““multi-
scale” set of moves, with the important addition that near
points in the x — y domain can be reached by changing a
single bit of the string.

The efficacy and efficiency of the search for the different
tabu schemes and encodings is shown in Table I which
summarizes the results on 20 random starts for each ver-
sion with a maximum of 16000 iterations each.

The set of moves associated to the Gray encoding allows
a more effective search in every variant. Let us now discuss
the main characteristics of the trajectories obtained in the
different schemes.

Table I. Comparison of Different Tabu Schemes
on the Problem Fé6
Binary Coding
Succ. Unsucc.

Variant No. Iter. No. Values Iter. No.
Fixed 2 13 0.888385 14
(List Size 7) 11 (0.026073) 3)
Fixed 3 90 0.971304 92
(List Size 14) (56) (0.016403) (226)
Fixed 8 3707 0.999956 208
(List Size 21) (1876)  (4.19002e-06) (104)
Strict 3 4448 0.989758 3282
(4430) (0.004806) (1171)
Reactive 17 5055 0.999963 2435
(1294) 0.0 (211

Gray Coding
Succ. Unsucc.

Variant No. Iter. No. Values Iter. No.
Fixed 1 4 0.911327 558
(List Size 7) (1)) (0.035065) (236)
Fixed 14 189 0.990284 105
(List Size 14) (50) 0.0) (32)
Fixed 20 1623 0.0 0
(List Size 21) (430) 0.0 )
Strict 20 3300 0.0 0
(528) (0.0) ()]
Reactive 20 1554 0.0 0
(391) 0.0 )

Number of successes, mean iterations number in the successful
cases, mean best value and number of iterations to obtain it in the
unsuccessful cases. Standard deviations in parentheses.

In Strict-Tabu the next point of the trajectory is the one
with the highest function value among the new (i.e., not-
yet-visited) configurations in the neighborhood. The trajec-
tory tries to visit each point in a basin around a local
maximum, although the multi-scale moves in the x —y
plane permit “jumps” if the large-size steps lead to a basin
with higher function values.

This dynamic is acceptable from the efficacy point of
view, but the efficiency is very low because every basin
must be almost completely filled before a new region of the
search space is entered. Actually, the discovery of the
optimal point is not guaranteed: in some cases the search
may be stuck if all moves would lead to previous;Z/v'si.ﬁEL
points; in other cases the optimal point can be séparated
from the current one by “walls” of previously visited
configurations and may never be reached. The probability
of the above effects is low when the dimensionality of the
problem is high, but it increases in the presence\of con-
straints because they can limit the number of admi
moves. We found evidence of these results in problems
with many constraints and using a simple set of element:
moves (like the 0-1 knapsack problem with single-add an
single-drop moves). It is difficult to predict the impact of
the above complex dynamics on a specific problem, al-
though the “basin-filling” effect can become worse when
the dimension D of the problem grows. In fact, an attrac-
tion basin of radius p contains a number of points
proportional to p®, so that the filling can become very
time-consuming. The walls can be superated by allowing
“tunneling”, i.e., a passage over old configurations if this
leads to better regions. Tunneling may be favored by com-
plex basic moves. The ““pedantic”” way to explore is clearly
shown in Figure 11, where the dynamics of the algorithm is
depicted in the case of a typical successful run. The high
mean value of the number of iterations necessary to find
the solution in the case of a successful run (see Table I) is
another indicator of this “’almost exhaustive” type of search.

At this point, let us note that we do not discourage the
use of S-TABU in a general way, in fact S-TABU required
the minimum number of iterations for some QAP problems
illustrated in Section 4, although the actual CPU time is
larger than the time of R-TABU.

In Fixed-Tabu (i.e., tabu based on a fixed list_size), the
next point of the trajectory is chosen among the configura-
tions obtained by applying the moves which have not been
used for a number of iterations given by list__size, unless
the aspiration criterion is satisfied. The trajectories are more
“jagged”: the exploring point describes orbits surrounding
local maxima without clear regular patterns. The basins are
sampled without visiting every point. Obviously, the range
of the explored region surrounding a local maximum grows
with the list_size parameter and, if the attraction basin
associated to a maximum is larger than the maximum
“exploration range,” the trajectory remains indefinitely
trapped.

Fixed-Tabu on the F6 function does not converge fre-
quently (it remains trapped), although it converges rapidly
if the initial point is suitable. The success frequency, and
also the number of iterations, increases with large sizes.
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Fgwre 11. Visited point of function F6 for the strict-tabu
method. Local maxima are located on the concentric lines
(7227 iterations). The figures show the same region around
the global optimum at different resolutions.

This conclusion is derived from Table I, where the results
of runs using different list_size values are given. The
efficiency is clearly higher than in the case of the Strict-Tabu
search.

In Figure 12 we show a successful run with list__size =
21. Let us note that the points are more scattered than the

-0.4-0.3-0.2-0

-0.03 -0.02 -0.01 O 0.01 0.02 0.03
Rgure 12. Visited points of function F6 for the fixed-tabu
method. Local maxima are located on the concentric lines
(3577 iterations). The figures show the same region around
the global optimum at different resolutions.

points of Figure 11, corresponding to the S-TABU case. The
above considerations remain true also in the case of vari-
able-length list algorithms,'! if the range of variation is
limited.

The dynamics of the Reactive-Tabu method show charac-
teristics of the fixed-tabu search, but the unsuccessful cases
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are completely absent with Gray encoding and rare with
the standard binary encoding. Actually the three unsuc-
cessful cases converged to a point next to the optimal
configuration in the x — y plane (with F6 = 0.999963 in-
stead of 1.0). The maximum could not be reached in the
allotted time because this required changing the binary
string of one coordinate (x or y) from 01111111111111 to
1000000000000, i.e., all bits (but only a single bit with
Gray encoding). A typical trajectory is shown in Figure 13.

Let us note a similarity of the trajectory with the trajec-
tory of the S-TABU on a large scale, and with that of
F-TABU in the small scale.

3. Space-Time Costs of REM, Hashing, and Digital Tree

To terminate the comparison among the different versions
of tabu search, let us concentrate on their time and memory
requirements. It is clear that the need to store the whole set
of visited configurations and the need to check if a candi-
date point was already visited can affect the memory
requirements and the CPU time.

Table II collects the asymptotic expressions for the space
(memory) and time (CPU secs) complexity of the different
schemes. In the two first columns we isolate the depen-
dency on the number of iterations 1, and in the last one we
highlight the application dependencies. Let us note that the
REM time complexity is high, being proportional to the
square of the iteration numbers. Therefore, the REM scheme
for S-TABU is convenient only when the memory cost of a
single configuration is very high with respect to the cost of
storing a single move.

In Table II, n denotes the number of iterations, N the
problem size, f the function to be optimized, and C(f, N)
the computational cost for evaluating the neighborhood
containing S| points, a number depending on the problem
size. The constant k; is the cost of the single tracing step of
REM,, , is the average fraction of number of configurations
evaluated in the neighborhood, D, is the cost of a single
fetch-and-test operation on the node of the digital tree, and
H, and H,; depend on the specific hashing scheme (H, in
the case of storing the whole configuration, H, in the case
of storing a single compressed item). Let us note how the
dependence on the factor |S| is canceled in the expression
for the time complexity of R-TABU with respect to S-TABU.
This fact can reduce the computational cost, especially for
large neighborhoods.

The space-time complexity of the hashing variant is a
little higher than in the digital tree case, but it can be
reduced if the hashing mechanism implements a compres-
sion mechanism, as described in [17], where the vector
describing the configuration is “‘shrunk” into a 16-bit
datum.

4. Rosults on the Quadratic Assignment Problem
In the Quadratic Assignment Problem of size N, the func-
tion to be minimized is:

N N
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Rgure 18. Visited points of function F6 for the reactive-tabu
method. Local maxima are located on the concentric lines
(1966 iterations). The figures show the same region around
the global optimum at different resolutions.

where the search space consists of the set of all possible
permutations ¢ of N integers. The practical relevance of
the problem is clear when ¢ is interpreted as the assign-
ment of N units to N locations (¢(loc) is the unit assigned
to location loc), the matrix element 4;; represents the dis-
tance between the locations i and j, and the element b;; is
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Table II. Asymptotic Requirements of CPU Time and Memory Space
for Different Tabu Schemes

Tabu * Time Space Problem
Variant Complexity Complexity Dependencies
Fixed agh Constant ay = C(f,N)
Strict o = E
2
(REM) an? + a,n n size of (MOVE) a, =K,C(f, n) — %

Strict
(DTREE) azn

n size of (NODE)

as = DyNIS| + C(f, N)

Strict ay = HyN[S| + C(f,N)
or

(HASH) aun n size of (ENTRY) a, = HyIS| + C(f, N)

Reactive

(DTREE) asn

n size of (NODE)

as = DoN + C(f, N)

Reactive

(HASH) agn

n size of (ENTRY)

ag = HyN + C(f, N)
or
agH, + C(f, N)

the “flow” from location i to location j. Solving the QAP
problem means searching for an assignment that minimizes
the sum of the products “distance’” times “flow” (the
“transportation cost”’).

The problems used for the tests were created by using
the pseudo-random procedure described in [15]. The sym-
metric and zero-diagonal matrices 4;; and b;; are filled
starting from the values obtained from a random number
generator defined by the following recursive formula:

X, = (aX,_,)MODm,

where a = 16807, m =23 — 1, and X, = 123456789 (in-
tegers coded on 64 bits). The pseudo-random numbers are
scaled and converted into integers in the range (0,99). In
detail, the elements 4;; above the diagonal are filled in a
row-wise manner by using successive X, values (X;, X,,
X3,...) as: a;; < [(100 X;)/m], and the lower part of the
matrix is obtained from the symmetry requirement. The
elements b;; are then defined by “consuming” additional
X, values in the same way.

The elementary moves for the problem consist of all
possible exchanges of the locations occupied by two units.
Following the notation of [15], a new placement (permuta-
tion) 7 is obtained from the current placement ¢ by
exchanging two units 7 and s:

w(k) = ¢(k) Vk#r,s;
7(r) = ¢(s);  7w(s) = (7).
The complete evaluation of the neighborhood requires

O(N?) operations. In the case of symmetric and null-diago-
nal matrices, the value of a move that brings from state ¢

to state 7 (i.e., the reduction A(¢, r, 5) = f($) — f(m)) is:

A1, 8) =2 1 (g = 8,0 bgir000 ~ b

k#r,s

If the move values starting from a configuration ¢ are
stored, the move values for the new configuration 7 (ob-
tained from ¢ by exchanging units r and s) can be calcu-
lated in constant time for u,v different from r or s by
using:

Alm,u,v) = A($,u,v) + 2a,, — a,, + a,, — a,,)

X(b¢(s)¢(u) - b¢(s)¢(v) + b¢(s)¢(v) - b¢(r)¢(u))-
€)]

We performed a series of computation tests by running
different versions of the tabu algorithm (S-TABU, R-TABU
with or without the escape mechanism) starting with differ-
ent random initial points (the same for the different algo-
rithms). For comparison we report the mean values ob-
tained by the robust tabu scheme of [15].

In Table III we list the expected number of iterations for
convergence to the best known solution listed in [15] and
the standard deviation of the estimates. Each iteration con-
sists of the complete neighborhood evaluation and the
selection of the best move among those satisfying the tabu
or aspiration requirements. We ran a total of 30 tests for
problem sizes ranging from 5 to 35. All tests reached the
desired target solution.

It can be noted that the reactive tabu is competitive with
the robust tabu, especially for large problem sizes. The
larger number of iterations for small problem sizes (N < 12)
is expected because the R-TABU scheme needs a small
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umber of iterations in the start-up phase, when an appro-
riate list-size is “learned” from the evolution of the search
et us remember that the initial size is one). Nonetheless,
e R-TABU scheme pays off for large problem sizes, where
1e convergence to the optimal configuration is obtained in

robust way without having to define at the beginning a
iitable list-size (or range of sizes).

The performance of the strict tabu scheme in terms of
erations is good for this problem: for large problem sizes
ie average number of iterations for convergence is re-
uced with respect to both R-TABU and S-TABU, but the
dvantage is lost because of the larger CPU time per
eration (for the N = 35 case, S-TABU is about 3.5 times
ower than R-TABU per iteration).

The number of iterations tends to be proportional to the
ztual CPU time in the same manner for the reactive and
sbust versions. In fact, (see Section 3) the time for updat-
1g the hashing or the digital tree memory structure is
pproximately O(N), and because the neighborhood evalu-
tion requires O(N?) iterations, the memory-updating
>mponent tends to be negligible for large problem sizes.

The case of S-TABU is different because for each iteration
all the O(N?) points in the neighborhood have to be
compared with stored configurations, with a total cost of
O(N?), so that this is the dominant term for large N. If
only the function values are stored (see below), one obtains
a not negligible cost of O(N?), of the same order as that for
the neighborhood evaluation.

The CPU time per iteration on a state-of-the-art worksta-
tion (Iris from Silicon Graphics) is approximately 6.7 N2 us
per iteration. This value, like the relative speed of R-TABU
vs. S — TABU, was obtained by using a C-language pro-
gram and the standard cc compiler.

4.1. Discussion of R-TABU Cheices

In the following series of tests we probe the functionality of
R-TABU for changes in the design of the algorithm. First,
we eliminated the escape mechanism and changed the
speed with which the list-size is increased or decreased (see
the INCREASE and DECREASE parameters in Section 1.4). In
Table IV we present the results obtained from a series of 30
tests for each problem size (ranging from 5 to 20). The

Table III. Comparison of Different Schemes of Tabu Search
Size (N) Tests (max. iter.) R-TABU[1.1,0.9, esc] S-TABU Robust TABU

5 30 (max.100K) 9.9(1.9) 6.1(0.5) 7.6

6 30 (max.100K) 12224 7.4(0.9) 6.6

7 30 (max.100K) 78.1(12.2) 35.6(3.1) 25.7

8 30 (max.100K) 409(5.7) 325(3.8) 294

9 30 (max.100K) 67.5(12.0) 56.2 (8.1) 317
10 30 (max.100K) 256.7 (34.0) 161.3 (20.7) 137.1
12 30 (max.100K) 282.3(51.4) 477.0(95.7) 210.7
15 30 (max.100K) 1780.3 (319.0) 3642.2 (308.2) 2168.0
17 30 (max.100K) 4133.9 (646.8) 7364.2 (817.4) 5020.4
20 30 (max.500K) 37593.2 (6012.5) 25092.9 (6572.2) 34279.0
25 30 (max.1M) 38989.7 (6236.1) 20483.9 (3575.0) 80280.4
30 30 (max.2M) 68178.2(11370.3)  48919.2(9055.6)  146315.7
35 30 (max.4M) 281334.0(48543.5)  146276.2 (47419.7) 448514.5(*)

R-TABU version with INCREASE = 1.1, DECREASE = 0.9, and escape mechanism. The standard
deviation of the measured average is given in parenthesis. (*) needed the introduction of a long

term memory mechanism.

Table IV. Robustness for Parameter Changes: R-TABU Without Escape, Different Values of
INCREASE and DECREASE

INC = 1.1, DEC = 0.8 INC = 12, DEC = 0.8

N INC = 1.1, DEC = 09 INC = 1.2, DEC = 0.9
5 9.9(1.9) 8.0(1.3)
6 138 (2.6) 104 (1.8)
7 77.2 (10.1) 46.4 (5.8)
8 33.4(42) 36.4 (5.8)
9 56.6 (11.7) 47.0(7.1)
10 277.4(45.0) 199.1(27.3)
12 181.0 (37.4) 187.6 (35.2)
15 1962.4 (379.5129/30 1827.7 (335.4)29,/30
17 3890.3 (556.1) 26,/30 5767.3 (1258.5)25,/30
20 13452.9 (4489.4)7 /30 15710.5 (3988.3)21,/30

9.91.9) 8.0(1.3)
132(2.4) 10.6 (1.9
81.6(10.3) 61.2(7.8)
36.8(4.2) 33.4(39)

59.8 (8.8) 50.4 (7.0)
221.7 (35.0) 240.7 (36.1)
195.6 (33.5) 157.6 (19.9)
2153.7 (387.7) 2241.5(393.0)29,/30
4136.2 (794.5)24 /30 4784.8 (796.7)25 /30
19856.1 (4599.2)14 /30 17997.3 (3156.1)19 /30
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INCREASE and DECREASE parameters are written at the top of
each column. When the algorithm does not reach the opti-
mum in the allowed maximum number of iterations listed
in Table III, we report the proportion of optimal results in
30 runs.

While the results are acceptable for the smaller problems
(up to N = 12), starting from N = 15 we observed that the
algorithm fails for a growing fraction of runs. The size
dynamics is not sufficient to avoid traps. The search either
reaches the optimum in a relatively small number of itera-
tions or it does not reach it at all. A possible explanation is
that the algorithm is visiting only a limited portion of the
search space, a portion that contains the optimal point in
the lucky cases and only sub-optimal values in the remain-
ing ones. The cancellation of limit-cycles with the list-size
dynamics does not guarantee the success, and the addi-
tional escape mechanism is therefore needed in the algo-
rithm (see also the discussion of chaotic attractors in Sec-
tion 1).

In a second series of tests, we included the escape mech-
anism and tested different speeds for list-size variation (see
Table V). Success is obtained in all cases, and the number
of iterations is not affected in a critical way, justifying the
choice of fixed values 1.1 and 0.9 for all tests.

In the last column of Table V, we modified the memory
mechanism so that the function value is recorded instead of
the configuration, the same method used in [2]. Because the
same function value can be associated with different config-
urations, there is a small probability of “’false alarms,” i.e.,

reactions of the algorithm when there is no actual repeti-
tion of configurations. The advantage of the method is that
the memory requirement is reduced: only a single 32-bit
integer is stored instead of the entire configuration. The
tests show no statistically significant difference with re-
spect to the case when the precise configuration is saved.

More sophisticated “‘compression” techniques are de-
scribed by Woodruff and Zemel,'”] where a hashing func-
tion is used to compress the vector describing the configu-
ration. To adapt our hashing algorithm described in Section
1.5 to their proposal, it is sufficient to use the entries of the
bucket array (see Figure 7) as flags for the existence of a
configuration with the given index. In this case a single bit
is sufficient for each slot.

4.2. New Sulr-Optimal Solutiens
Encouraged by the results obtained in the previous sec-
tions, we ran a series of tests for larger problem sizes (from
N = 40 to N = 100). While for the smaller sizes we dupli-
cated the optimal values listed in [15] and could not reach
lower values (therefore confirming their status of “prova-
bly or probably optimal solutions”), for the larger sizes we
could surpass all best known solutions listed in the cited
paper, often by large relative amounts. The new obtained
solution values and the percent below Taillard’s values are
listed in Table VL

For the N = 40 case we ran a total of 10 tests, stopping
when Taillard’s value was reached or overcome. In all cases

Table V. Robustness for Parameter Changes R-TABU With Escape. Different Values of INCREASE and DECREASE

N INC=12,DEC=09 INC=11,DEC=08  INC=12DEC=08  INC=11,DEC=09, f

5 8.0(1.3) 9.9(1.9) 8.0(1.3) 13.0(2.3)

6 104 (1.8) 1122.1) 10.6 (1.9) 106 (1.7)

7 59.0 (12.7) 77.39.2) 63.8(11.3) 98,5 (13.1)

8 441(7.6) 404 (5.5) 45.1(6.6) 39.9(5.3)

9 623 (6.9) 80.2 (8.5) 534 (5.7) 58.5(7.7)
10 210.3(28.4) 181.6 (29.1) 254.7 (39.9) 236.1 (33.5)
12 203.9 (57.6) 218.6(30.1) 1953 (39.3) 2347 (40.2)
15 1981.0 (357.3) 1677.3 (222.2) 1994.7 (370.9) 1828.3 (519.1)
17 4408.5 (699.4) 4487.9 (918.3) 42155 (606.7) 4347.3 (764.6)
20 51648.5 (11499.3) 23652.6 (4117.1) 29230.3 (6440.7) 46019.6 (7567.9)

Table VI. Best Solutions Obtained and Percent Reduction with
Respect to Taillard’s Values

N New Best Percent Iteration

40 3141702 -0.1529 1048900.2 (295738.0) 10 tests
50 4948508 —0.0514 7628548, 1 test

60 7228214 —0.6024 3071920, 1 test

80 13558710 -0.1718 4767363, 1 test
100 21160946 -0.3993 542561, 1 test

R-TABU with INCREASE = 1.1, DECREASE = 0.9, escape and storage of f

values.
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this value was reached, in 6 out of 10 cases the new best
value (f= 3141702) was obtained. Excessive computing
times prohibited extensive tests for larger sizes, but the
results obtained in a single test (for N = 50, 60, 80, and
100) are extremely encouraging. In particular the optimal
solution for N = 100 was ameliorated by almost 0.4% in
about 500K iterations.

6. Conclusions

The Tabu technique pioneered the use of flexible memory
structures in the search process. In the present work we
presented both an overview of efficient storing and re-
trieval techniques to speed-up the search, and a new reac-
tive version of tabu, where the appropriate size of the tabu
list is adapted to the history of the search process.

The hashing and digital tree storing and retrieval meth-
ods permit the rapid comparison of a candidate configura-
tion with all points previously encountered, in O(1) time.
These fast mechanisms can be used as the building block of
both the reactive and strict versions of tabu. In the strict
case, when the only forbidden moves are those leading to
previously visited points, the trajectory obtained is the
same as that of the Reverse Elimination Method, the differ-
ence being in the search speed.

The reactive tabu with the escape diversification tech-
nique and the exploitation of fast memory structures does
not need the a priori choice of the list size and shows a
robust and efficient convergence on the chosen test prob-
lems. An additional use of hashing functions is that advo-
cated in [17], where a configuration vector is mapped to a
“compressed” datum given by its hashing index. A compa-
rable compression can be obtained by storing the function
values, the method that we used for experimenting on the
large-size QAP problems. Apparently the occurrence of the
same function values for different configurations does not
impair the efficacy and efficiency of the search.

The utility of the reaction mechanism, as compared to
the strict cycle-avoidance, confirms that avoiding cycles is
not the ultimate goal of the search process/®! the broader
objective being that of stimulating a “bold” exploration of
the search space.

A straightforward parallel implementation of a primitive
version of R-TABU was presented in [2], where indepen-
dent searches are executed in the different nodes. We are
now experimenting with the use of the above mentioned
memory structures in the fully parallel case, where the
information contained in a set of suboptimal configurations
is used to create a new set of candidate points (see also [9]).
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